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Abstract- Rising electricity demand and the spread of smart home technology create a need for intelligent,
sustainable residential energy management. Traditional approaches rely on fixed schedules and predefined rules
that respond poorly to changing prices, demand, weather and user requirements. Reinforcement Learning (RL)
offers a different approach in which an agent learns optimal control decisions by interacting with the home
environment and receiving feedback. This paper reviews RL for smart-home energy management with the goals
of reducing consumption and cost while maintaining comfort. It introduces Markov decision processes and the
main RL algorithms, from tabular Q-learning to deep Q-networks, proximal policy optimization and soft actor-
critic,c then surveys applications to demand response, appliance scheduling, heating, ventilation and air
conditioning control, electric-vehicle charging, rooftop solar and battery storage. Simulation environments for
training and benchmarking agents are discussed. A five-layer architecture integrating loT sensing and smart
meters, state construction with forecasting, an RL decision engine, device control and a user interface with
comfort preferences is proposed, together with research gaps, objectives, a comparison of algorithms and
challenges such as safety, sample efficiency, comfort modelling and transfer between homes. The review
concludes that RL can adaptively optimize household energy use when combined with safety constraints and user
feedback.

Index Terms—Reinforcement learning, smart home, energy management, demand response, deep Q-network,
HVAC control, EV charging, loT

I. INTRODUCTION

Household electricity demand is growing with air
conditioners, water heaters, electric vehicles and
appliances, and peak demand stresses the grid. Time-
of-use tariffs, rooftop solar and home batteries give
households the opportunity to save money by shifting
consumption, but managing all these decisions
manually is impractical.

Rule-based home automation, such as “run the
washing machine at 2 pm”, cannot adapt to changing
prices, weather  and occupant behaviour.
Reinforcement learning, described by Sutton and
Barto [1], enables an agent to learn control policies
from experience by maximizing long-term reward.
Vazquez-Canteli and Nagy [2] reviewed RL for demand
response and found it increasingly used for building
energy control.

This paper reviews RL algorithms and applications in
smart-home energy management and proposes an
loT-integrated architecture.

Il. RELATED WORK

Mohsenian-Rad et al [3] proposed game-theoretic
demand-side management to schedule household
consumption and reduce peak-to-average ratios, an
optimization baseline against which RL methods are
compared.

Wei et al [4] applied deep RL to building HVAC
control and reduced energy cost while keeping
temperatures within comfort bounds. Mocanu et al. [5]
used deep policy-gradient and Q-learning methods
for online building energy optimization at the level of
individual devices, showing substantial cost savings.

Wan et al [6] developed model-free deep RL for real-
time electric-vehicle charging scheduling under
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uncertain prices and arrival times, minimizing charging
cost while meeting energy needs. Zhang et al [7]

reviewed deep RL across power system applications,
including demand response and energy management.

For benchmarking, Vazquez-Canteli et al. [8] released
CityLearn, an OpenAl Gym environment for demand
response in groups of buildings, enabling fair
comparison of RL agents. Table | summarizes these
works.

TABLE | Summary of Literature Survey
I1l. PRELIMINARIES
1. Markov Decision Processes

Energy management is modelled as a Markov decision
process: the state includes indoor temperature,
appliance status, battery level, solar output and price;
actions switch or schedule devices; and the reward
combines cost, comfort and energy use. Fig. 1
summarizes controllable resources and RL algorithm
families.
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Fig. 1. Controllable resources and RL algorithm
families in smart homes.
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2. Algorithm Families

Value-based methods such as Q-learning and deep Q-
networks [9] learn the value of actions; policy-gradient
methods such as PPO [10] optimize policies directly;
and actor-critic methods such as soft actor-critic [11]
handle continuous actions such as thermostat set-
points.

IV. PROBLEM STATEMENT AND
OBJECTIVES

1. Identified Research Gaps

G1: RL agents need many interactions to learn, which
is impractical in a real home.
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G2: Safety and comfort constraints are not always
guaranteed during learning.

G3: Policies trained for one home rarely transfer to
homes with different devices and occupants.

G4: Occupant preferences and behaviour are hard to
model.

G5: Indian tariff structures and appliance mixes are
rarely studied.

2. Objectives Of The Review

To formulate smart-home energy management as a
reinforcement learning problem.

To review RL algorithms and their applications to
household devices.

To propose an loT-integrated RL energy management
architecture.

To compare RL algorithms with rule-based and

optimization approaches.
To identify challenges and future research directions.

3. Proposed Framework
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Fig. 2 shows the proposed architecture.

Fig. 2. Proposed loT-integrated RL energy
management architecture.

4. Sensing And Metering Layer

Smart meters, smart plugs, temperature and
occupancy sensors, solar inverters and battery systems
report data through the home gateway.

5. State Construction Layer

Measurements are combined with forecasts of price,
weather and solar generation to form the agent's state.

6. Rl Decision Engine

A trained agent selects actions every few minutes,
such as adjusting the AC set-point, delaying the
dishwasher, charging the battery or EV. A safety layer
overrides actions that would violate comfort or device
limits.

7. Device Control Layer

Commands are sent to smart plugs, thermostats and
chargers via standard protocols.

8. User Interface Layer

Residents set comfort preferences and priorities, view
savings and override decisions; overrides are used as
feedback.

V. WORKING METHODOLOGY

Fig. 3 outlines the control loop. The agent learns to
maximize expected discounted reward; for Q-learning,
the update is

Q(s,a) = Q(s,a) + a[r+ymax," Q(s'a) — Q(s,a) ] (1)
and the reward balances cost and comfort,
r=—-(p_t-E_t+p-D_comfort) (2)

where p_t is the price, E_t the energy used and
D_comfort the deviation from preferred conditions.
Agents are pre-trained in simulation and fine-tuned in
the home.

Read sensors, prices and forecasts |

Build agent state |

Select action with RL policy |

Check: Action safe and comfortable? (if not:
apply safe fallback action)

Send commands to devices |

Observe cost and comfort reward |

Update policy |

Fig. 3. RL-based home energy control loop.

VI. DISCUSSION
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1. Comparison Of Approaches

Table Il compares control approaches. Rule-based
control is simple, optimization requires accurate
models, tabular RL suits small problems and deep RL
scales to many devices and continuous actions.

Approach Adaptivity Model Scalability
Needed

Rule-based Low No High
schedules
Optimization | Medium Yes Medium
(MPC/
game)
Tabular Q- High No Low
learning
Deep RL Very high No High
(DQN / PPO /
SAQ)

TABLE Il Comparison of Control Approaches
2. Open Challenges And Future Work

Table 1l summarizes challenges. Future directions
include multi-agent RL for neighbourhoods, transfer
and meta-learning across homes, safe RL with formal
constraints and integration with grid demand-
response programmes.

Challenge Mitigation

Sample inefficiency Simulation pre-training

Safety and comfort Constraint layer; safe RL

Transfer between homes | Transfer / meta-learning

Occupant behaviour User feedback; preference

learning

Data privacy Local processing at home

gateway

TABLE Ill Challenges and Mitigation
VIil. CONCLUSION AND FUTURE WORK

Reinforcement learning allows smart homes to learn
how to use energy efficiently under changing prices,
weather and habits. The reviewed literature shows
promising cost and energy reductions for HVAC,
appliances, batteries and EV charging. With
simulation-based pre-training, safety layers and user

feedback, RL-based energy management can reduce
bills and support a cleaner, more stable grid.
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